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Background: Model Weights FLOAT32 Are Hard to Compress

Azim Afroozeh, Leonardo Kuffó, Peter Boncz.
ALP: Adaptive Lossless Floating-Point Compression. SIGMOD 2024. Table 7, p. 12.

Bits per weight of lossless compressors on FP32 model weights
(original: 32 bits; lower is better).
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Azim Afroozeh, Leonardo Kuffó, Peter Boncz.
ALP: Adaptive Lossless Floating-Point Compression. SIGMOD 2024. Table 7, p. 12.

Bits per weight of lossless compressors on FP32 model weights
(original: 32 bits; lower is better).

32 → ~28–30
Even the best method saves only ≈12% on average.
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Background: Fine-Tuned Models take ≈99% Hub Storage

Cumulative storage size on Hugging Face, 2019–2025.
Fine-tuned models (blue) dominate the storage.
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Background: Fine-Tuned Models take ≈99% Hub Storage

Cumulative storage size on Hugging Face, 2019–2025.
Fine-tuned models (blue) dominate the storage.Substantial cross-model redundancy in fine-tuned derivatives.
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Delta Compression for Lossless

Store only the difference to a similar base

Base
model XOR Fine-tuned

model → Low-entropy
delta → Compressed

delta
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Delta Compression for Lossless

Store only the difference to a similar base

Base
model XOR Fine-tuned

model → Low-entropy
delta → Compressed

delta

Still nontrivial with three challenges & observations
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Observation 1: Missing Model Lineage Metadata

Has metadata

No metadata

Share of 2.75M Hugging Face models with and without lineage metadata.
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Observation 1: Missing Model Lineage Metadata

Has metadata

No metadata

Share of 2.75M Hugging Face models with and without lineage metadata.Lineage metadata is often missing or unreliable.
We cannot rely on it to pick delta bases.
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Observation 2: Model Pair Sensitivity

Same five Qwen2.5-3B models: always using the pretrained base (left)
vs. picking the best base for each model (right).
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Observation 2: Model Pair Sensitivity

Same five Qwen2.5-3B models: always using the pretrained base (left)
vs. picking the best base for each model (right).

A pretrained base is not enough.
Pair models by true weight similarity.
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Observation 3: Compression Granularity

Each tensor of Qwen-3B-Instruct has its best base
in a different model (percentages = size reduction).
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Observation 3: Compression Granularity

Each tensor of Qwen-3B-Instruct has its best base
in a different model (percentages = size reduction).

Delta compress at the tensor level, not the model level.
Per-tensor pairing improves data reduction.
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Problem Formulation
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pairing varies tensor by tensor, revealing that fine-grained
tensor-level decisions are essential for maximizing delta com-
pressibility. Fig. 7 shows that the best bases of four random
tensors from Qwen-3B-Instruct come from four entirely dif-
ferent models.

Implications

Model storage systems should apply delta compression at
the tensor level to better capture cross-model redundancy.
Choosing pairs per tensor, rather than per model, improves
the data reduction ratio.

3.2 Problem Formulation
Problem Definition. Minimizing model storage requires
jointly choosing which tensors act as bases and which are
stored as compressed deltas, a combinatorial optimization
shaped by pairwise compressibility estimates that are them-
selves costly to compute. We formulate this problem below
and highlight three key challenges.
Optimization Objective. Storing a tensor as a base incurs
its full size; storing it as a compressed delta reduces cost,
but the reduction depends on the specific base it references.
Formally, the optimization problem is:

min
base selection

(∑︁
𝑐𝑜𝑠𝑡𝑏𝑎𝑠𝑒 +

∑︁
𝑐𝑜𝑠𝑡𝑑𝑒𝑙𝑡𝑎

)
.

pairing decisions

base storage cost comp. delta
storage cost

3.3 Optimization Challenges
The optimization objective is an instance of the facility-
location problem [4, 8], which is NP-hard and typically re-
quires heavy integer linear programming (ILP) solvers [9, 37,
45]. Solving it at scale is challenging for three reasons:
Challenge #1 (C1): Estimating pairwise tensor similar-
ity is expensive. Determining whether tensor 𝑡𝑖 is simi-
lar to tensor 𝑡 𝑗 requires loading both tensors in full—each
ranging from millions to billions of parameters—making
brute-force pairwise comparisons prohibitively costly at
the model-hub scale. A natural alternative is approximate
nearest-neighbor (ANN) search [22, 32, 63, 93], but it suf-
fers from the well-known curse of dimensionality [10, 46]: as
dimensionality grows into the millions, distance concentra-
tion renders nearest-neighbor queries no more informative
than random selection, and the memory overhead of index-
ing billion-scale tensors as high-dimensional vectors is itself
prohibitive.
Challenge #2 (C2): Similarity does not imply compress-
ibility. Even with an efficient similarity measure, a fun-
damental gap remains: standard distance metrics (e.g., 𝐿2,
cosine) operate at the value level and do not capture bit-level
patterns that govern delta compressibility. Two tensors that

Figure 8. TensorDex architecture and workflow.

are close in 𝐿2 space may still produce poorly compressible
deltas because their byte-level entropy patterns differ.
Challenge #3 (C3): Selecting bases is combinatorial and
dynamic. Even with accurate pairwise compressibility es-
timates, choosing which tensors to serve as bases remains
NP-hard [4, 8]. For example, a projection tensor in LLaMA2-
7B can choose from over 120,000 possible base tensors. Ex-
act solvers such as ILP [37] are computationally intractable
beyond a few hundred tensors. Classical approximation al-
gorithms, including primal-dual [47] and local-search meth-
ods [7], offer theoretical guarantees but still require mate-
rializing the full pairwise cost matrix and are designed for
static inputs.

Moreover, the tensors stored in real-world model hubs are
dynamic: as new models arrive, previously selected bases
may become suboptimal, triggering cascading reassignments
that require recompressing and re-pairing of affected tensors.
Together, these challenges call for a system that can effi-

ciently estimate pairwise similarity without full-tensor ac-
cess (C1), predict compressibility from similarity (C2), and
select bases at scale in a dynamic, incremental fashion (C3).

4 TensorDex Design
4.1 System Overview
Architecture. TensorDex treats tensors as first-class entities
and explicitly reasons about cross-tensor relationships across
amodel hub, pairing each tensorwith a similar base and delta-
compressing it to minimize storage footprint. As shown in
Fig. 8, TensorDex comprises four components: 1 a content-
aware tensor metadata layer (TensorID and TensorSketch),
2 a compression planner (TensorPred and FlexSplit), 3 a
compression engine (TensorX and FM++ ), and 4 a storage
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Jointly choose which tensors act as bases
and which are stored as compressed deltas.
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Jointly choose which tensors act as bases
and which are stored as compressed deltas.

NP-hard and needs integer linear programming (ILP)
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Optimization Challenges

C1: Estimating pairwise tensor similarity is expensive.

C2: Similarity does not imply compressibility.

C3: Selecting bases is combinatorial and dynamic.
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deltas because their byte-level entropy patterns differ.
Challenge #3 (C3): Selecting bases is combinatorial and
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timates, choosing which tensors to serve as bases remains
NP-hard [4, 8]. For example, a projection tensor in LLaMA2-
7B can choose from over 120,000 possible base tensors. Ex-
act solvers such as ILP [37] are computationally intractable
beyond a few hundred tensors. Classical approximation al-
gorithms, including primal-dual [47] and local-search meth-
ods [7], offer theoretical guarantees but still require mate-
rializing the full pairwise cost matrix and are designed for
static inputs.

Moreover, the tensors stored in real-world model hubs are
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may become suboptimal, triggering cascading reassignments
that require recompressing and re-pairing of affected tensors.
Together, these challenges call for a system that can effi-

ciently estimate pairwise similarity without full-tensor ac-
cess (C1), predict compressibility from similarity (C2), and
select bases at scale in a dynamic, incremental fashion (C3).

4 TensorDex Design
4.1 System Overview
Architecture. TensorDex treats tensors as first-class entities
and explicitly reasons about cross-tensor relationships across
amodel hub, pairing each tensorwith a similar base and delta-
compressing it to minimize storage footprint. As shown in
Fig. 8, TensorDex comprises four components: 1 a content-
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compression engine (TensorX and FM++ ), and 4 a storage
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are close in 𝐿2 space may still produce poorly compressible
deltas because their byte-level entropy patterns differ.
Challenge #3 (C3): Selecting bases is combinatorial and
dynamic. Even with accurate pairwise compressibility es-
timates, choosing which tensors to serve as bases remains
NP-hard [4, 8]. For example, a projection tensor in LLaMA2-
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beyond a few hundred tensors. Classical approximation al-
gorithms, including primal-dual [47] and local-search meth-
ods [7], offer theoretical guarantees but still require mate-
rializing the full pairwise cost matrix and are designed for
static inputs.

Moreover, the tensors stored in real-world model hubs are
dynamic: as new models arrive, previously selected bases
may become suboptimal, triggering cascading reassignments
that require recompressing and re-pairing of affected tensors.
Together, these challenges call for a system that can effi-

ciently estimate pairwise similarity without full-tensor ac-
cess (C1), predict compressibility from similarity (C2), and
select bases at scale in a dynamic, incremental fashion (C3).

4 TensorDex Design
4.1 System Overview
Architecture. TensorDex treats tensors as first-class entities
and explicitly reasons about cross-tensor relationships across
amodel hub, pairing each tensorwith a similar base and delta-
compressing it to minimize storage footprint. As shown in
Fig. 8, TensorDex comprises four components: 1 a content-
aware tensor metadata layer (TensorID and TensorSketch),
2 a compression planner (TensorPred and FlexSplit), 3 a
compression engine (TensorX and FM++ ), and 4 a storage
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ods [7], offer theoretical guarantees but still require mate-
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Moreover, the tensors stored in real-world model hubs are
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may become suboptimal, triggering cascading reassignments
that require recompressing and re-pairing of affected tensors.
Together, these challenges call for a system that can effi-

ciently estimate pairwise similarity without full-tensor ac-
cess (C1), predict compressibility from similarity (C2), and
select bases at scale in a dynamic, incremental fashion (C3).
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amodel hub, pairing each tensorwith a similar base and delta-
compressing it to minimize storage footprint. As shown in
Fig. 8, TensorDex comprises four components: 1 a content-
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2 a compression planner (TensorPred and FlexSplit), 3 a
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pairing varies tensor by tensor, revealing that fine-grained
tensor-level decisions are essential for maximizing delta com-
pressibility. Fig. 7 shows that the best bases of four random
tensors from Qwen-3B-Instruct come from four entirely dif-
ferent models.

Implications

Model storage systems should apply delta compression at
the tensor level to better capture cross-model redundancy.
Choosing pairs per tensor, rather than per model, improves
the data reduction ratio.

3.2 Problem Formulation
Problem Definition. Minimizing model storage requires
jointly choosing which tensors act as bases and which are
stored as compressed deltas, a combinatorial optimization
shaped by pairwise compressibility estimates that are them-
selves costly to compute. We formulate this problem below
and highlight three key challenges.
Optimization Objective. Storing a tensor as a base incurs
its full size; storing it as a compressed delta reduces cost,
but the reduction depends on the specific base it references.
Formally, the optimization problem is:

min
base selection

(∑︁
𝑐𝑜𝑠𝑡𝑏𝑎𝑠𝑒 +

∑︁
𝑐𝑜𝑠𝑡𝑑𝑒𝑙𝑡𝑎

)
.

pairing decisions

base storage cost comp. delta
storage cost

3.3 Optimization Challenges
The optimization objective is an instance of the facility-
location problem [4, 8], which is NP-hard and typically re-
quires heavy integer linear programming (ILP) solvers [9, 37,
45]. Solving it at scale is challenging for three reasons:
Challenge #1 (C1): Estimating pairwise tensor similar-
ity is expensive. Determining whether tensor 𝑡𝑖 is simi-
lar to tensor 𝑡 𝑗 requires loading both tensors in full—each
ranging from millions to billions of parameters—making
brute-force pairwise comparisons prohibitively costly at
the model-hub scale. A natural alternative is approximate
nearest-neighbor (ANN) search [22, 32, 63, 93], but it suf-
fers from the well-known curse of dimensionality [10, 46]: as
dimensionality grows into the millions, distance concentra-
tion renders nearest-neighbor queries no more informative
than random selection, and the memory overhead of index-
ing billion-scale tensors as high-dimensional vectors is itself
prohibitive.
Challenge #2 (C2): Similarity does not imply compress-
ibility. Even with an efficient similarity measure, a fun-
damental gap remains: standard distance metrics (e.g., 𝐿2,
cosine) operate at the value level and do not capture bit-level
patterns that govern delta compressibility. Two tensors that
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are close in 𝐿2 space may still produce poorly compressible
deltas because their byte-level entropy patterns differ.
Challenge #3 (C3): Selecting bases is combinatorial and
dynamic. Even with accurate pairwise compressibility es-
timates, choosing which tensors to serve as bases remains
NP-hard [4, 8]. For example, a projection tensor in LLaMA2-
7B can choose from over 120,000 possible base tensors. Ex-
act solvers such as ILP [37] are computationally intractable
beyond a few hundred tensors. Classical approximation al-
gorithms, including primal-dual [47] and local-search meth-
ods [7], offer theoretical guarantees but still require mate-
rializing the full pairwise cost matrix and are designed for
static inputs.

Moreover, the tensors stored in real-world model hubs are
dynamic: as new models arrive, previously selected bases
may become suboptimal, triggering cascading reassignments
that require recompressing and re-pairing of affected tensors.
Together, these challenges call for a system that can effi-

ciently estimate pairwise similarity without full-tensor ac-
cess (C1), predict compressibility from similarity (C2), and
select bases at scale in a dynamic, incremental fashion (C3).
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and explicitly reasons about cross-tensor relationships across
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compressing it to minimize storage footprint. As shown in
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Moreover, the tensors stored in real-world model hubs are
dynamic: as new models arrive, previously selected bases
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that require recompressing and re-pairing of affected tensors.
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deltas because their byte-level entropy patterns differ.
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gorithms, including primal-dual [47] and local-search meth-
ods [7], offer theoretical guarantees but still require mate-
rializing the full pairwise cost matrix and are designed for
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Moreover, the tensors stored in real-world model hubs are
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may become suboptimal, triggering cascading reassignments
that require recompressing and re-pairing of affected tensors.
Together, these challenges call for a system that can effi-
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cess (C1), predict compressibility from similarity (C2), and
select bases at scale in a dynamic, incremental fashion (C3).
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Fig. 8, TensorDex comprises four components: 1 a content-
aware tensor metadata layer (TensorID and TensorSketch),
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Moreover, the tensors stored in real-world model hubs are
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that require recompressing and re-pairing of affected tensors.
Together, these challenges call for a system that can effi-
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4 TensorDex Design
4.1 System Overview
Architecture. TensorDex treats tensors as first-class entities
and explicitly reasons about cross-tensor relationships across
amodel hub, pairing each tensorwith a similar base and delta-
compressing it to minimize storage footprint. As shown in
Fig. 8, TensorDex comprises four components: 1 a content-
aware tensor metadata layer (TensorID and TensorSketch),
2 a compression planner (TensorPred and FlexSplit), 3 a
compression engine (TensorX and FM++ ), and 4 a storage

383

TensorDex: A Compact, Tensor-Centric Storage System for Modern AI Models SOSP ’26, September 29–October 2, 2026, Prague, Czech Republic

pairing varies tensor by tensor, revealing that fine-grained
tensor-level decisions are essential for maximizing delta com-
pressibility. Fig. 7 shows that the best bases of four random
tensors from Qwen-3B-Instruct come from four entirely dif-
ferent models.

Implications

Model storage systems should apply delta compression at
the tensor level to better capture cross-model redundancy.
Choosing pairs per tensor, rather than per model, improves
the data reduction ratio.

3.2 Problem Formulation
Problem Definition. Minimizing model storage requires
jointly choosing which tensors act as bases and which are
stored as compressed deltas, a combinatorial optimization
shaped by pairwise compressibility estimates that are them-
selves costly to compute. We formulate this problem below
and highlight three key challenges.
Optimization Objective. Storing a tensor as a base incurs
its full size; storing it as a compressed delta reduces cost,
but the reduction depends on the specific base it references.
Formally, the optimization problem is:

min
base selection

(∑︁
𝑐𝑜𝑠𝑡𝑏𝑎𝑠𝑒 +

∑︁
𝑐𝑜𝑠𝑡𝑑𝑒𝑙𝑡𝑎

)
.

pairing decisions

base storage cost comp. delta
storage cost

3.3 Optimization Challenges
The optimization objective is an instance of the facility-
location problem [4, 8], which is NP-hard and typically re-
quires heavy integer linear programming (ILP) solvers [9, 37,
45]. Solving it at scale is challenging for three reasons:
Challenge #1 (C1): Estimating pairwise tensor similar-
ity is expensive. Determining whether tensor 𝑡𝑖 is simi-
lar to tensor 𝑡 𝑗 requires loading both tensors in full—each
ranging from millions to billions of parameters—making
brute-force pairwise comparisons prohibitively costly at
the model-hub scale. A natural alternative is approximate
nearest-neighbor (ANN) search [22, 32, 63, 93], but it suf-
fers from the well-known curse of dimensionality [10, 46]: as
dimensionality grows into the millions, distance concentra-
tion renders nearest-neighbor queries no more informative
than random selection, and the memory overhead of index-
ing billion-scale tensors as high-dimensional vectors is itself
prohibitive.
Challenge #2 (C2): Similarity does not imply compress-
ibility. Even with an efficient similarity measure, a fun-
damental gap remains: standard distance metrics (e.g., 𝐿2,
cosine) operate at the value level and do not capture bit-level
patterns that govern delta compressibility. Two tensors that

Figure 8. TensorDex architecture and workflow.

are close in 𝐿2 space may still produce poorly compressible
deltas because their byte-level entropy patterns differ.
Challenge #3 (C3): Selecting bases is combinatorial and
dynamic. Even with accurate pairwise compressibility es-
timates, choosing which tensors to serve as bases remains
NP-hard [4, 8]. For example, a projection tensor in LLaMA2-
7B can choose from over 120,000 possible base tensors. Ex-
act solvers such as ILP [37] are computationally intractable
beyond a few hundred tensors. Classical approximation al-
gorithms, including primal-dual [47] and local-search meth-
ods [7], offer theoretical guarantees but still require mate-
rializing the full pairwise cost matrix and are designed for
static inputs.

Moreover, the tensors stored in real-world model hubs are
dynamic: as new models arrive, previously selected bases
may become suboptimal, triggering cascading reassignments
that require recompressing and re-pairing of affected tensors.
Together, these challenges call for a system that can effi-

ciently estimate pairwise similarity without full-tensor ac-
cess (C1), predict compressibility from similarity (C2), and
select bases at scale in a dynamic, incremental fashion (C3).

4 TensorDex Design
4.1 System Overview
Architecture. TensorDex treats tensors as first-class entities
and explicitly reasons about cross-tensor relationships across
amodel hub, pairing each tensorwith a similar base and delta-
compressing it to minimize storage footprint. As shown in
Fig. 8, TensorDex comprises four components: 1 a content-
aware tensor metadata layer (TensorID and TensorSketch),
2 a compression planner (TensorPred and FlexSplit), 3 a
compression engine (TensorX and FM++ ), and 4 a storage

383

9



System: TensorDexTensorDex: A Compact, Tensor-Centric Storage System for Modern AI Models SOSP ’26, September 29–October 2, 2026, Prague, Czech Republic

pairing varies tensor by tensor, revealing that fine-grained
tensor-level decisions are essential for maximizing delta com-
pressibility. Fig. 7 shows that the best bases of four random
tensors from Qwen-3B-Instruct come from four entirely dif-
ferent models.

Implications

Model storage systems should apply delta compression at
the tensor level to better capture cross-model redundancy.
Choosing pairs per tensor, rather than per model, improves
the data reduction ratio.

3.2 Problem Formulation
Problem Definition. Minimizing model storage requires
jointly choosing which tensors act as bases and which are
stored as compressed deltas, a combinatorial optimization
shaped by pairwise compressibility estimates that are them-
selves costly to compute. We formulate this problem below
and highlight three key challenges.
Optimization Objective. Storing a tensor as a base incurs
its full size; storing it as a compressed delta reduces cost,
but the reduction depends on the specific base it references.
Formally, the optimization problem is:

min
base selection

(∑︁
𝑐𝑜𝑠𝑡𝑏𝑎𝑠𝑒 +

∑︁
𝑐𝑜𝑠𝑡𝑑𝑒𝑙𝑡𝑎

)
.

pairing decisions

base storage cost comp. delta
storage cost

3.3 Optimization Challenges
The optimization objective is an instance of the facility-
location problem [4, 8], which is NP-hard and typically re-
quires heavy integer linear programming (ILP) solvers [9, 37,
45]. Solving it at scale is challenging for three reasons:
Challenge #1 (C1): Estimating pairwise tensor similar-
ity is expensive. Determining whether tensor 𝑡𝑖 is simi-
lar to tensor 𝑡 𝑗 requires loading both tensors in full—each
ranging from millions to billions of parameters—making
brute-force pairwise comparisons prohibitively costly at
the model-hub scale. A natural alternative is approximate
nearest-neighbor (ANN) search [22, 32, 63, 93], but it suf-
fers from the well-known curse of dimensionality [10, 46]: as
dimensionality grows into the millions, distance concentra-
tion renders nearest-neighbor queries no more informative
than random selection, and the memory overhead of index-
ing billion-scale tensors as high-dimensional vectors is itself
prohibitive.
Challenge #2 (C2): Similarity does not imply compress-
ibility. Even with an efficient similarity measure, a fun-
damental gap remains: standard distance metrics (e.g., 𝐿2,
cosine) operate at the value level and do not capture bit-level
patterns that govern delta compressibility. Two tensors that

Figure 8. TensorDex architecture and workflow.

are close in 𝐿2 space may still produce poorly compressible
deltas because their byte-level entropy patterns differ.
Challenge #3 (C3): Selecting bases is combinatorial and
dynamic. Even with accurate pairwise compressibility es-
timates, choosing which tensors to serve as bases remains
NP-hard [4, 8]. For example, a projection tensor in LLaMA2-
7B can choose from over 120,000 possible base tensors. Ex-
act solvers such as ILP [37] are computationally intractable
beyond a few hundred tensors. Classical approximation al-
gorithms, including primal-dual [47] and local-search meth-
ods [7], offer theoretical guarantees but still require mate-
rializing the full pairwise cost matrix and are designed for
static inputs.

Moreover, the tensors stored in real-world model hubs are
dynamic: as new models arrive, previously selected bases
may become suboptimal, triggering cascading reassignments
that require recompressing and re-pairing of affected tensors.
Together, these challenges call for a system that can effi-

ciently estimate pairwise similarity without full-tensor ac-
cess (C1), predict compressibility from similarity (C2), and
select bases at scale in a dynamic, incremental fashion (C3).

4 TensorDex Design
4.1 System Overview
Architecture. TensorDex treats tensors as first-class entities
and explicitly reasons about cross-tensor relationships across
amodel hub, pairing each tensorwith a similar base and delta-
compressing it to minimize storage footprint. As shown in
Fig. 8, TensorDex comprises four components: 1 a content-
aware tensor metadata layer (TensorID and TensorSketch),
2 a compression planner (TensorPred and FlexSplit), 3 a
compression engine (TensorX and FM++ ), and 4 a storage
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pairing varies tensor by tensor, revealing that fine-grained
tensor-level decisions are essential for maximizing delta com-
pressibility. Fig. 7 shows that the best bases of four random
tensors from Qwen-3B-Instruct come from four entirely dif-
ferent models.

Implications

Model storage systems should apply delta compression at
the tensor level to better capture cross-model redundancy.
Choosing pairs per tensor, rather than per model, improves
the data reduction ratio.

3.2 Problem Formulation
Problem Definition. Minimizing model storage requires
jointly choosing which tensors act as bases and which are
stored as compressed deltas, a combinatorial optimization
shaped by pairwise compressibility estimates that are them-
selves costly to compute. We formulate this problem below
and highlight three key challenges.
Optimization Objective. Storing a tensor as a base incurs
its full size; storing it as a compressed delta reduces cost,
but the reduction depends on the specific base it references.
Formally, the optimization problem is:

min
base selection

(∑︁
𝑐𝑜𝑠𝑡𝑏𝑎𝑠𝑒 +

∑︁
𝑐𝑜𝑠𝑡𝑑𝑒𝑙𝑡𝑎

)
.

pairing decisions

base storage cost comp. delta
storage cost

3.3 Optimization Challenges
The optimization objective is an instance of the facility-
location problem [4, 8], which is NP-hard and typically re-
quires heavy integer linear programming (ILP) solvers [9, 37,
45]. Solving it at scale is challenging for three reasons:
Challenge #1 (C1): Estimating pairwise tensor similar-
ity is expensive. Determining whether tensor 𝑡𝑖 is simi-
lar to tensor 𝑡 𝑗 requires loading both tensors in full—each
ranging from millions to billions of parameters—making
brute-force pairwise comparisons prohibitively costly at
the model-hub scale. A natural alternative is approximate
nearest-neighbor (ANN) search [22, 32, 63, 93], but it suf-
fers from the well-known curse of dimensionality [10, 46]: as
dimensionality grows into the millions, distance concentra-
tion renders nearest-neighbor queries no more informative
than random selection, and the memory overhead of index-
ing billion-scale tensors as high-dimensional vectors is itself
prohibitive.
Challenge #2 (C2): Similarity does not imply compress-
ibility. Even with an efficient similarity measure, a fun-
damental gap remains: standard distance metrics (e.g., 𝐿2,
cosine) operate at the value level and do not capture bit-level
patterns that govern delta compressibility. Two tensors that

Figure 8. TensorDex architecture and workflow.

are close in 𝐿2 space may still produce poorly compressible
deltas because their byte-level entropy patterns differ.
Challenge #3 (C3): Selecting bases is combinatorial and
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NP-hard [4, 8]. For example, a projection tensor in LLaMA2-
7B can choose from over 120,000 possible base tensors. Ex-
act solvers such as ILP [37] are computationally intractable
beyond a few hundred tensors. Classical approximation al-
gorithms, including primal-dual [47] and local-search meth-
ods [7], offer theoretical guarantees but still require mate-
rializing the full pairwise cost matrix and are designed for
static inputs.

Moreover, the tensors stored in real-world model hubs are
dynamic: as new models arrive, previously selected bases
may become suboptimal, triggering cascading reassignments
that require recompressing and re-pairing of affected tensors.
Together, these challenges call for a system that can effi-

ciently estimate pairwise similarity without full-tensor ac-
cess (C1), predict compressibility from similarity (C2), and
select bases at scale in a dynamic, incremental fashion (C3).

4 TensorDex Design
4.1 System Overview
Architecture. TensorDex treats tensors as first-class entities
and explicitly reasons about cross-tensor relationships across
amodel hub, pairing each tensorwith a similar base and delta-
compressing it to minimize storage footprint. As shown in
Fig. 8, TensorDex comprises four components: 1 a content-
aware tensor metadata layer (TensorID and TensorSketch),
2 a compression planner (TensorPred and FlexSplit), 3 a
compression engine (TensorX and FM++ ), and 4 a storage
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pressibility. Fig. 7 shows that the best bases of four random
tensors from Qwen-3B-Instruct come from four entirely dif-
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Model storage systems should apply delta compression at
the tensor level to better capture cross-model redundancy.
Choosing pairs per tensor, rather than per model, improves
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3.2 Problem Formulation
Problem Definition. Minimizing model storage requires
jointly choosing which tensors act as bases and which are
stored as compressed deltas, a combinatorial optimization
shaped by pairwise compressibility estimates that are them-
selves costly to compute. We formulate this problem below
and highlight three key challenges.
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its full size; storing it as a compressed delta reduces cost,
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lar to tensor 𝑡 𝑗 requires loading both tensors in full—each
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fers from the well-known curse of dimensionality [10, 46]: as
dimensionality grows into the millions, distance concentra-
tion renders nearest-neighbor queries no more informative
than random selection, and the memory overhead of index-
ing billion-scale tensors as high-dimensional vectors is itself
prohibitive.
Challenge #2 (C2): Similarity does not imply compress-
ibility. Even with an efficient similarity measure, a fun-
damental gap remains: standard distance metrics (e.g., 𝐿2,
cosine) operate at the value level and do not capture bit-level
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Figure 8. TensorDex architecture and workflow.

are close in 𝐿2 space may still produce poorly compressible
deltas because their byte-level entropy patterns differ.
Challenge #3 (C3): Selecting bases is combinatorial and
dynamic. Even with accurate pairwise compressibility es-
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NP-hard [4, 8]. For example, a projection tensor in LLaMA2-
7B can choose from over 120,000 possible base tensors. Ex-
act solvers such as ILP [37] are computationally intractable
beyond a few hundred tensors. Classical approximation al-
gorithms, including primal-dual [47] and local-search meth-
ods [7], offer theoretical guarantees but still require mate-
rializing the full pairwise cost matrix and are designed for
static inputs.

Moreover, the tensors stored in real-world model hubs are
dynamic: as new models arrive, previously selected bases
may become suboptimal, triggering cascading reassignments
that require recompressing and re-pairing of affected tensors.
Together, these challenges call for a system that can effi-

ciently estimate pairwise similarity without full-tensor ac-
cess (C1), predict compressibility from similarity (C2), and
select bases at scale in a dynamic, incremental fashion (C3).

4 TensorDex Design
4.1 System Overview
Architecture. TensorDex treats tensors as first-class entities
and explicitly reasons about cross-tensor relationships across
amodel hub, pairing each tensorwith a similar base and delta-
compressing it to minimize storage footprint. As shown in
Fig. 8, TensorDex comprises four components: 1 a content-
aware tensor metadata layer (TensorID and TensorSketch),
2 a compression planner (TensorPred and FlexSplit), 3 a
compression engine (TensorX and FM++ ), and 4 a storage
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pressibility. Fig. 7 shows that the best bases of four random
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and highlight three key challenges.
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lar to tensor 𝑡 𝑗 requires loading both tensors in full—each
ranging from millions to billions of parameters—making
brute-force pairwise comparisons prohibitively costly at
the model-hub scale. A natural alternative is approximate
nearest-neighbor (ANN) search [22, 32, 63, 93], but it suf-
fers from the well-known curse of dimensionality [10, 46]: as
dimensionality grows into the millions, distance concentra-
tion renders nearest-neighbor queries no more informative
than random selection, and the memory overhead of index-
ing billion-scale tensors as high-dimensional vectors is itself
prohibitive.
Challenge #2 (C2): Similarity does not imply compress-
ibility. Even with an efficient similarity measure, a fun-
damental gap remains: standard distance metrics (e.g., 𝐿2,
cosine) operate at the value level and do not capture bit-level
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gorithms, including primal-dual [47] and local-search meth-
ods [7], offer theoretical guarantees but still require mate-
rializing the full pairwise cost matrix and are designed for
static inputs.

Moreover, the tensors stored in real-world model hubs are
dynamic: as new models arrive, previously selected bases
may become suboptimal, triggering cascading reassignments
that require recompressing and re-pairing of affected tensors.
Together, these challenges call for a system that can effi-

ciently estimate pairwise similarity without full-tensor ac-
cess (C1), predict compressibility from similarity (C2), and
select bases at scale in a dynamic, incremental fashion (C3).

4 TensorDex Design
4.1 System Overview
Architecture. TensorDex treats tensors as first-class entities
and explicitly reasons about cross-tensor relationships across
amodel hub, pairing each tensorwith a similar base and delta-
compressing it to minimize storage footprint. As shown in
Fig. 8, TensorDex comprises four components: 1 a content-
aware tensor metadata layer (TensorID and TensorSketch),
2 a compression planner (TensorPred and FlexSplit), 3 a
compression engine (TensorX and FM++ ), and 4 a storage
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the tensor level to better capture cross-model redundancy.
Choosing pairs per tensor, rather than per model, improves
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3.2 Problem Formulation
Problem Definition. Minimizing model storage requires
jointly choosing which tensors act as bases and which are
stored as compressed deltas, a combinatorial optimization
shaped by pairwise compressibility estimates that are them-
selves costly to compute. We formulate this problem below
and highlight three key challenges.
Optimization Objective. Storing a tensor as a base incurs
its full size; storing it as a compressed delta reduces cost,
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ity is expensive. Determining whether tensor 𝑡𝑖 is simi-
lar to tensor 𝑡 𝑗 requires loading both tensors in full—each
ranging from millions to billions of parameters—making
brute-force pairwise comparisons prohibitively costly at
the model-hub scale. A natural alternative is approximate
nearest-neighbor (ANN) search [22, 32, 63, 93], but it suf-
fers from the well-known curse of dimensionality [10, 46]: as
dimensionality grows into the millions, distance concentra-
tion renders nearest-neighbor queries no more informative
than random selection, and the memory overhead of index-
ing billion-scale tensors as high-dimensional vectors is itself
prohibitive.
Challenge #2 (C2): Similarity does not imply compress-
ibility. Even with an efficient similarity measure, a fun-
damental gap remains: standard distance metrics (e.g., 𝐿2,
cosine) operate at the value level and do not capture bit-level
patterns that govern delta compressibility. Two tensors that
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are close in 𝐿2 space may still produce poorly compressible
deltas because their byte-level entropy patterns differ.
Challenge #3 (C3): Selecting bases is combinatorial and
dynamic. Even with accurate pairwise compressibility es-
timates, choosing which tensors to serve as bases remains
NP-hard [4, 8]. For example, a projection tensor in LLaMA2-
7B can choose from over 120,000 possible base tensors. Ex-
act solvers such as ILP [37] are computationally intractable
beyond a few hundred tensors. Classical approximation al-
gorithms, including primal-dual [47] and local-search meth-
ods [7], offer theoretical guarantees but still require mate-
rializing the full pairwise cost matrix and are designed for
static inputs.

Moreover, the tensors stored in real-world model hubs are
dynamic: as new models arrive, previously selected bases
may become suboptimal, triggering cascading reassignments
that require recompressing and re-pairing of affected tensors.
Together, these challenges call for a system that can effi-

ciently estimate pairwise similarity without full-tensor ac-
cess (C1), predict compressibility from similarity (C2), and
select bases at scale in a dynamic, incremental fashion (C3).

4 TensorDex Design
4.1 System Overview
Architecture. TensorDex treats tensors as first-class entities
and explicitly reasons about cross-tensor relationships across
amodel hub, pairing each tensorwith a similar base and delta-
compressing it to minimize storage footprint. As shown in
Fig. 8, TensorDex comprises four components: 1 a content-
aware tensor metadata layer (TensorID and TensorSketch),
2 a compression planner (TensorPred and FlexSplit), 3 a
compression engine (TensorX and FM++ ), and 4 a storage
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layer for tensor blobs on generic backends such as local disk
or cloud object stores (e.g., S3 [2], R2 [17]).
Workflow.When a batch of models is uploaded, the meta-
data layer 1 parses each model into individual tensors and
assigns two types of metadata: a TensorID content hash for
exact deduplication and a compact TensorSketch fingerprint
for similarity estimation (C1). The compression planner 2
then uses TensorPred to convert fingerprint distances into
predicted storage reduction ratios (C2), and FlexSplit to de-
rive a base-delta clustering plan (C3). The compression en-
gine 3 materializes this plan by computing and compressing
deltas, and writing blobs to the storage layer 4 . When a
model is requested, the storage layer and compression en-
gine cooperate to fetch bases, apply deltas, and reconstruct
full tensors on demand.
Content-aware Tensor Metadata. TensorID is a hash [18]
computed over raw bytes to detect exact duplicates. Ten-
sorSketch is a compact CountSketch-based [15] fingerprint
that captures the bit-level distribution of tensor data, en-
abling efficient estimation of pairwise normalized Hamming
distances (§4.2).
Compression Planner. The planner determines which ten-
sors should be stored as bases and which should reference
others via deltas, thereby achieving a low storage footprint
for both bases and deltas. It relies on two methods: Tensor-
Pred (§4.3), a lightweight regression model that converts
TensorSketch distances into predicted reduction ratios; and
FlexSplit (§4.4), an incremental clustering algorithm that
uses these predictions to select bases and assign tensors.
Compression Engine. The compression engine carries out
planner-generated compression plans by computing and
compressing deltas (§5.2) to generate the final compressed
blobs. The engine is fully decoupled from plan generation
and can be executed in parallel.
Storage Layer. TensorID, TensorSketch, and model-tensor
mappings are stored in ametadata database (PostgreSQL [77])
supporting fast deduplication checks and fingerprint-based
similarity queries at ingestion time. Each tensor blob is stored
in a safetensors-compatible format [43] extended with com-
pression flags, unifying compressed and uncompressed ten-
sors under the same format.

4.2 TensorSketch: Compression-aware Fingerprint
The goal of TensorSketch is to provide a compact fingerprint
for each tensor that captures the bit-level numerical distri-
bution and structural layout—the two aspects that jointly
determine whether two tensors are good candidates for delta
compression.
TensorSketch Design. Existing fingerprinting approaches
fall short for our purpose. Standard CountSketch [15] oper-
ates on floating-point values and preserves value distribution,
but delta compression works at the bit level: what matters is
not numerical distance per se, but the fraction of bits that
differ between two tensors, i.e., the normalized Hamming
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Figure 9. An example of TensorSketch fingerprinting.
distance [38] over their raw binary representations. A finger-
print that directly captures per-bit flip statistics is therefore a
more faithful proxy for delta compressibility than one based
on scalar magnitudes. We therefore introduce TensorSketch,
a bit-level CountSketch construction that hashes each ele-
ment’s individual bit positions into sketch buckets, capturing
both bit distribution and layout in a compact, fixed-size fin-
gerprint.
TensorSketch Construction. As shown in Fig. 9 and Alg. 1,
TensorSketch addresses this by treating the tensor’s raw
bytes as a flat bit sequence of 𝑝 ∗ 𝑛 bits, grouped into 𝑛

elements of 𝑝 bits each (e.g., 𝑝=16 for float16/bfloat16,
𝑝=32 for float32), and building a two-dimensional sketch
table F ∈ R𝑑×𝑤 where 𝑑 is the depth (number of indepen-
dent hash rows) and𝑤 is the width (number of buckets per
row). Crucially, each of the 𝑝 bit positions in every element
is treated as an independent binary signal: for bit position
𝑘 ∈ {0, . . . , 𝑝−1} of element 𝑖 , a dedicated pair of hash func-
tions (ℎ𝑟 , 𝑠𝑟 )—seeded independently per row 𝑟—maps the
element–bit-position pair (𝑖, 𝑘) to a bucket and a sign. This
per-bit hashing ensures that structural differences at any
bit position (exponent, mantissa, or sign) are reflected in
the sketch, making TensorSketch sensitive to the bit-level
divergence that drives delta compression efficiency.
Hamming Distance Estimation. Given two fingerprints
F 𝑖 and F 𝑗 , the Hamming distance between the underlying
tensors is estimated from the per-row squared ℓ2 norm of
the difference F 𝑖

𝑟 − F
𝑗
𝑟 . Taking the median over all 𝑑 rows

provides robustness against outlier hash collisions:

Ĥ (𝑖, 𝑗) = median𝑑𝑟=1


 F 𝑖

𝑟 − F
𝑗
𝑟
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TensorSketch turns a tensor into a small fixed-size embedding (or fingerprint).
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layer for tensor blobs on generic backends such as local disk
or cloud object stores (e.g., S3 [2], R2 [17]).
Workflow.When a batch of models is uploaded, the meta-
data layer 1 parses each model into individual tensors and
assigns two types of metadata: a TensorID content hash for
exact deduplication and a compact TensorSketch fingerprint
for similarity estimation (C1). The compression planner 2
then uses TensorPred to convert fingerprint distances into
predicted storage reduction ratios (C2), and FlexSplit to de-
rive a base-delta clustering plan (C3). The compression en-
gine 3 materializes this plan by computing and compressing
deltas, and writing blobs to the storage layer 4 . When a
model is requested, the storage layer and compression en-
gine cooperate to fetch bases, apply deltas, and reconstruct
full tensors on demand.
Content-aware Tensor Metadata. TensorID is a hash [18]
computed over raw bytes to detect exact duplicates. Ten-
sorSketch is a compact CountSketch-based [15] fingerprint
that captures the bit-level distribution of tensor data, en-
abling efficient estimation of pairwise normalized Hamming
distances (§4.2).
Compression Planner. The planner determines which ten-
sors should be stored as bases and which should reference
others via deltas, thereby achieving a low storage footprint
for both bases and deltas. It relies on two methods: Tensor-
Pred (§4.3), a lightweight regression model that converts
TensorSketch distances into predicted reduction ratios; and
FlexSplit (§4.4), an incremental clustering algorithm that
uses these predictions to select bases and assign tensors.
Compression Engine. The compression engine carries out
planner-generated compression plans by computing and
compressing deltas (§5.2) to generate the final compressed
blobs. The engine is fully decoupled from plan generation
and can be executed in parallel.
Storage Layer. TensorID, TensorSketch, and model-tensor
mappings are stored in ametadata database (PostgreSQL [77])
supporting fast deduplication checks and fingerprint-based
similarity queries at ingestion time. Each tensor blob is stored
in a safetensors-compatible format [43] extended with com-
pression flags, unifying compressed and uncompressed ten-
sors under the same format.

4.2 TensorSketch: Compression-aware Fingerprint
The goal of TensorSketch is to provide a compact fingerprint
for each tensor that captures the bit-level numerical distri-
bution and structural layout—the two aspects that jointly
determine whether two tensors are good candidates for delta
compression.
TensorSketch Design. Existing fingerprinting approaches
fall short for our purpose. Standard CountSketch [15] oper-
ates on floating-point values and preserves value distribution,
but delta compression works at the bit level: what matters is
not numerical distance per se, but the fraction of bits that
differ between two tensors, i.e., the normalized Hamming
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distance [38] over their raw binary representations. A finger-
print that directly captures per-bit flip statistics is therefore a
more faithful proxy for delta compressibility than one based
on scalar magnitudes. We therefore introduce TensorSketch,
a bit-level CountSketch construction that hashes each ele-
ment’s individual bit positions into sketch buckets, capturing
both bit distribution and layout in a compact, fixed-size fin-
gerprint.
TensorSketch Construction. As shown in Fig. 9 and Alg. 1,
TensorSketch addresses this by treating the tensor’s raw
bytes as a flat bit sequence of 𝑝 ∗ 𝑛 bits, grouped into 𝑛

elements of 𝑝 bits each (e.g., 𝑝=16 for float16/bfloat16,
𝑝=32 for float32), and building a two-dimensional sketch
table F ∈ R𝑑×𝑤 where 𝑑 is the depth (number of indepen-
dent hash rows) and𝑤 is the width (number of buckets per
row). Crucially, each of the 𝑝 bit positions in every element
is treated as an independent binary signal: for bit position
𝑘 ∈ {0, . . . , 𝑝−1} of element 𝑖 , a dedicated pair of hash func-
tions (ℎ𝑟 , 𝑠𝑟 )—seeded independently per row 𝑟—maps the
element–bit-position pair (𝑖, 𝑘) to a bucket and a sign. This
per-bit hashing ensures that structural differences at any
bit position (exponent, mantissa, or sign) are reflected in
the sketch, making TensorSketch sensitive to the bit-level
divergence that drives delta compression efficiency.
Hamming Distance Estimation. Given two fingerprints
F 𝑖 and F 𝑗 , the Hamming distance between the underlying
tensors is estimated from the per-row squared ℓ2 norm of
the difference F 𝑖
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TensorSketch turns a tensor into a small fixed-size embedding (or fingerprint).
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layer for tensor blobs on generic backends such as local disk
or cloud object stores (e.g., S3 [2], R2 [17]).
Workflow.When a batch of models is uploaded, the meta-
data layer 1 parses each model into individual tensors and
assigns two types of metadata: a TensorID content hash for
exact deduplication and a compact TensorSketch fingerprint
for similarity estimation (C1). The compression planner 2
then uses TensorPred to convert fingerprint distances into
predicted storage reduction ratios (C2), and FlexSplit to de-
rive a base-delta clustering plan (C3). The compression en-
gine 3 materializes this plan by computing and compressing
deltas, and writing blobs to the storage layer 4 . When a
model is requested, the storage layer and compression en-
gine cooperate to fetch bases, apply deltas, and reconstruct
full tensors on demand.
Content-aware Tensor Metadata. TensorID is a hash [18]
computed over raw bytes to detect exact duplicates. Ten-
sorSketch is a compact CountSketch-based [15] fingerprint
that captures the bit-level distribution of tensor data, en-
abling efficient estimation of pairwise normalized Hamming
distances (§4.2).
Compression Planner. The planner determines which ten-
sors should be stored as bases and which should reference
others via deltas, thereby achieving a low storage footprint
for both bases and deltas. It relies on two methods: Tensor-
Pred (§4.3), a lightweight regression model that converts
TensorSketch distances into predicted reduction ratios; and
FlexSplit (§4.4), an incremental clustering algorithm that
uses these predictions to select bases and assign tensors.
Compression Engine. The compression engine carries out
planner-generated compression plans by computing and
compressing deltas (§5.2) to generate the final compressed
blobs. The engine is fully decoupled from plan generation
and can be executed in parallel.
Storage Layer. TensorID, TensorSketch, and model-tensor
mappings are stored in ametadata database (PostgreSQL [77])
supporting fast deduplication checks and fingerprint-based
similarity queries at ingestion time. Each tensor blob is stored
in a safetensors-compatible format [43] extended with com-
pression flags, unifying compressed and uncompressed ten-
sors under the same format.

4.2 TensorSketch: Compression-aware Fingerprint
The goal of TensorSketch is to provide a compact fingerprint
for each tensor that captures the bit-level numerical distri-
bution and structural layout—the two aspects that jointly
determine whether two tensors are good candidates for delta
compression.
TensorSketch Design. Existing fingerprinting approaches
fall short for our purpose. Standard CountSketch [15] oper-
ates on floating-point values and preserves value distribution,
but delta compression works at the bit level: what matters is
not numerical distance per se, but the fraction of bits that
differ between two tensors, i.e., the normalized Hamming
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Figure 9. An example of TensorSketch fingerprinting.
distance [38] over their raw binary representations. A finger-
print that directly captures per-bit flip statistics is therefore a
more faithful proxy for delta compressibility than one based
on scalar magnitudes. We therefore introduce TensorSketch,
a bit-level CountSketch construction that hashes each ele-
ment’s individual bit positions into sketch buckets, capturing
both bit distribution and layout in a compact, fixed-size fin-
gerprint.
TensorSketch Construction. As shown in Fig. 9 and Alg. 1,
TensorSketch addresses this by treating the tensor’s raw
bytes as a flat bit sequence of 𝑝 ∗ 𝑛 bits, grouped into 𝑛

elements of 𝑝 bits each (e.g., 𝑝=16 for float16/bfloat16,
𝑝=32 for float32), and building a two-dimensional sketch
table F ∈ R𝑑×𝑤 where 𝑑 is the depth (number of indepen-
dent hash rows) and𝑤 is the width (number of buckets per
row). Crucially, each of the 𝑝 bit positions in every element
is treated as an independent binary signal: for bit position
𝑘 ∈ {0, . . . , 𝑝−1} of element 𝑖 , a dedicated pair of hash func-
tions (ℎ𝑟 , 𝑠𝑟 )—seeded independently per row 𝑟—maps the
element–bit-position pair (𝑖, 𝑘) to a bucket and a sign. This
per-bit hashing ensures that structural differences at any
bit position (exponent, mantissa, or sign) are reflected in
the sketch, making TensorSketch sensitive to the bit-level
divergence that drives delta compression efficiency.
Hamming Distance Estimation. Given two fingerprints
F 𝑖 and F 𝑗 , the Hamming distance between the underlying
tensors is estimated from the per-row squared ℓ2 norm of
the difference F 𝑖

𝑟 − F
𝑗
𝑟 . Taking the median over all 𝑑 rows

provides robustness against outlier hash collisions:

Ĥ (𝑖, 𝑗) = median𝑑𝑟=1
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𝑟 − F
𝑗
𝑟
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TensorSketch turns a tensor into a small fixed-size embedding (or fingerprint).

Vector Similarity Search
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Table 1. Evaluation dataset. All reduction ratios are measured
against the 40.11 TB size deduplication based on TensorID.

Before dedup. After dedup.

Models Tensors Size Tensors Size

2,890 961,509 44.86 TB 741,689 40.11 TB

TensorID. Tensor deduplication hashes each tensor’s raw
bytes using xxHash128 with AVX2 vectorization.
TensorSketch. The TensorSketch kernel (§4.2) is imple-
mented in Rust as a fused single-pass streaming operator
over zero-copy mmap buffers. Per-bit hash and sign lookups
are SIMD-parallel, and sketch accumulation requires no in-
termediate buffers.
Pluggable Codec Engine. TensorDex’s compression engine
exposes a pluggable codec interface, decoupling planning
from compression so that any lossless compressor can be
used. We implement two codecs targeting different tradeoffs:
• Throughput-oriented TensorX extends BitX [94] with
chunk-level parallelism and byte-plane separation. Chunks
are compressed independently in parallel; byte group-
ing (e.g., first byte of different BF16 floats compressed
together) is used to exploit the near-zero skew of fine-
tuned weight deltas for better entropy coding. All kernels
are SIMD/AVX2-accelerated.
• Reduction-oriented FM++ is a lossless codec for fine-
tunedmodels, extended from FM-Delta [74].We add native
BF16 support and chunk-level parallel execution, improv-
ing throughput from ∼100MB/s to 9,821MB/s (a ∼98×
speedup) while retaining its higher reduction ratio over
TensorX.

6 Evaluation
6.1 Experimental Setup
Dataset.Weevaluate TensorDex by reconstructing the random-
sampled model trace used in ZipLLM [94]. The details are
shown in Table 1. It spans a broad range of architectures: 968
models derived from Qwen2.5 [102], 151 from Qwen3 [101],
139 from Mistral [49], 114 from Llama-3 [65], 1,431 from
Llama-3.1 [66], 47 from Llama-3.2 [68], 135 from Gemma-2 [78],
and 63 from Gemma-3 [87]. The trace is sampled randomly
within these representative fine-tuned families rather than
across the entire hub. LoRA adapters [40] and quantized
checkpoints are tensor sets as well and need no pipeline
change beyond a shared dtype between delta and base, but
full-weight fine-tunes and checkpoints dominate hub storage
(99.1%, Fig. 2) and are our focus here.
TensorDex Configurations. TensorDex’s compression en-
gine exposes a pluggable codec interface, allowing different
delta compressors to be swapped without changing the plan-
ning pipeline. We evaluate two configurations:
• TensorDex-TX (FlexSplit + TensorX) for optimized com-
pression/decompression throughput.

Table 2. Tensor metadata statistics and overhead.

Method #Tensors Per tensor Total size

TensorID (xxHash128) 741,689 16 B 11.97 MB
TensorSketch (𝑑=2, 𝑤=1024) 741,689 8 KB 6.08 GB

Metadata overhead 0.015%

• TensorDex-FM++ (FlexSplit + FM++) for optimized re-
duction ratio.

Compression Planner Baselines. To evaluate the end-
to-end storage reduction achieved by TensorDex’s planning
pipeline (TensorPred + FlexSplit), we compare against production-
grade systems:
• ZipLLM [94]: the state-of-the-art model-aware lossless
storage reduction system. It clusters models using either
(i) the base_model field from Hugging Face model cards
(when available) or (ii) a bit-distance metric [94] that mea-
sures the number of differing bits between the target model
and candidate bases, and then applies XOR-based delta
compression within each cluster.
• Default: since FM-Delta [74] lacks a planning component,
we enhance it with Hugging Face base_model metadata
to group models by family and apply delta compression
within each group. To reflect real-world metadata availabil-
ity, we randomly sample 25.8% of models in the ZipLLM
trace to carry metadata; the remaining models fall back to
ZipNN [39] for standalone compression.

Compression Codec Baselines. To isolate the effect of
the delta codec, we compare TensorX and FM-Delta against
alternative compressors applied to the same base-delta pairs:
• BitX [94]: XOR-based delta compression that serves as
the foundation for TensorX.
• FM-Delta [74] vanilla: which lacks BF16 support and runs
single-threaded at ∼100MB/s.
• ZipNN [39]: groups floating-point numbers by byte com-
ponent for single-tensor compression. It does not perform
cross-tensor deduplication or delta compression; we addi-
tionally enable tensor-level deduplication (TensorDedup)
for a fair comparison.
• zstd [19]: a general-purpose lossless compressor widely
used in storage systems, applied to raw deltas.
• OpenZL [20]: a high-throughput lossless compression
library that aggregates multiple compression algorithms.

Setup. We conduct our experiments on an Amazon EC2 [3]
c6a.48xlarge instance, equippedwith a 96-core (192-thread)
AMD EPYC 7R13 processor and 384GB of DRAM. Reduction
ratios are computed from stored byte counts; the through-
puts in Table 3 keep all data in DRAM; and Table 4 uses two
real backends—Amazon S3 [2] in the same region, and an
NVMe-attached EBS gp3 volume provisioned to 2,000MiB/s,
read cold and warm. Table 2 quantifies TensorDex’s metadata
overhead.
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Table 1. Evaluation dataset: models from the ZipLLM trace
(Qwen, Llama, Mistral, Gemma).
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3&4. Storage: Encoding Codec

• TensorX: throughput-oriented, the fast codec
‣ Splits tensors into chunks, compressed in parallel
‣ Groups bytes by position (e.g., first bytes of BF16: exponent)
‣ Deltas are mostly near zero, so each group compresses well

• FM++: reduction-oriented, the smaller-output codec
‣ Lossless, extended from FM-Delta (another paper)
‣ Keeps a higher reduction ratio than TensorX

12



3&4. Storage: Codec’s Decoding

Method BW (GB/s)

ZipNN 9.6

ZipLLM 8.0

OpenZL 19.1

TensorDex-FM++ 8.5

TensorDex-TX 28.4

Table 3. Decoding throughput with 192 threads,
with all data in memory.
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Abstract
Modern model hubs store hundreds of petabytes of large
language models (LLMs), with fine-tuned variants dominat-
ing the storage footprint. These variants contain substantial
cross-model redundancy that delta compression can exploit
by storing only the difference between a target and a refer-
ence model. However, compression effectiveness depends
critically on choosing a similar reference. At model-hub scale,
this is challenging because model lineage metadata is often
missing or unreliable, and different tensors within the same
model may be most similar to tensors from different models.
Consequently, model-level pairing leaves substantial redun-
dancy unexploited.
We present TensorDex, a lossless, tensor-centric storage

system that performs delta compression at tensor granularity.
TensorDex decomposes models into tensors, uses compact
bit-level fingerprints to predict tensor-pair compressibility,
and incrementally organizes tensors into multi-center clus-
ters to select effective bases as new models arrive. Evaluated
on 2,890 randomly sampled Hugging Face models, Tensor-
Dex reduces storage footprint by 70.5%, 37% lower than the
state-of-the-art design. It achieves 22.9 GB/s compression
and 28.4 GB/s decompression throughput, 3.86× and 1.49×
faster than the next-best system, respectively.

Keywords: model storage, tensor-centric storage, delta com-
pression, large language models, model hubs
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Figure 1. Left: Normalized storage relative to uncompressed (Full
= 1.00× 40.11TB of randomly sampled Hugging Face models). Ten-
sorDex reduces total storage cost by 3.39×, achieving substantially
lower storage footprint than state-of-the-art baselines. Right: Ten-
sorDex achieves high compression and decompression throughput.
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1 Introduction
Large language models (LLMs) have become foundational
infrastructure across modern AI applications [49, 65, 67–69].
As open-source development accelerates, model hubs such
as Hugging Face [30] now host millions of LLMs and are
growing at an exponential rate [94]. The cumulative storage
footprint of Hugging Face—models and datasets together—
has surged from 0.28 PB in 2023 to over 76 PB by the end of
2025 [44]. Hugging Face reports that total storage doubled
over the following five months and will cross 1 EB by the end
of 2026 [16]; within that total, model storage grows faster
than dataset storage [96], so model storage alone is set to
reach exabyte scale around 2027.

A defining characteristic of this growth is that fine-tuned
derivatives [12, 53, 83]—not base models—dominate both the
model count and total storage footprint: by 2025, fine-tuned
models account for 99.1% of total storage and 99.6% of all
models (Fig. 2). These derivatives proliferate rapidly as users
specialize models for diverse downstream tasks, producing
highly heterogeneous collections of closely related but struc-
turally divergent variants. As a result, storage growth is
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Figure 1. TensorDex cuts storage by 3.39× (left),
with high compression and decoding throughput (right).
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Table 3. Data ingestion and retrieval throughput. Ingestion is end-
to-end over the full pipeline (deduplication, fingerprinting, and
codec encoding). All systems run with identical parallelism (192
threads), with all data in memory.

Method Ingestion (MB/s) Retrieval (MB/s)

ZipNN 1,473 9,575
ZipLLM 5,942 7,981
OpenZL 753 19,068

TensorDex-FM++ 9,821 8,494
TensorDex-TX 22,916 28,393

choice, providing large benefits when lineage structure is
complex while still improving upon ZipLLM even for tightly
clustered families.

6.2.2 Throughput Performance. Table 3 reports end-to-
end ingestion (deduplication + compression) and retrieval
(decompression) throughput with 192 threads.
Data IngestionThroughput. TensorDex’s ingestion pipeline
consists of three stages—xxHash128 deduplication, TensorS-
ketch fingerprinting, and codec encoding—all implemented
as SIMD-accelerated kernels over zero-copy mmap buffers
(§5.2). Because every stage is embarrassingly parallel across
tensors and free of dynamic allocation, TensorDex scales lin-
early with thread count. TensorDex-TX sustains 22,916MB/s
aggregate ingestion throughput thanks to TensorX’s light-
weight byte-plane pipeline. TensorDex-FM++ trades through-
put for higher compression, while still remaining substan-
tially faster than ZipLLM.
Data Retrieval Throughput. Retrieval cost is dominated by
decompression, which is incurred on every model download.
TensorDex-TX’s TensorX decompresses each chunk indepen-
dently and recombines byte planes in parallel, sustaining
28,393MB/s—well above typical network and storage band-
width, ensuring that decompression is never the retrieval
bottleneck. TensorDex-FM++ achieves 8,494MB/s, balancing
decompression speed with its higher compression effective-
ness. ZipLLM and ZipNN achieve 7,981MB/s and 9,575MB/s,
respectively.
Retrieval under Real Storage I/O. We repeat the same
retrieval with blobs fetched from real backends—Amazon
S3 with parallel ranged GETs, and an NVMe-attached EBS
gp3 volume read cold and warm—obtaining 1.96–4.26GB/s
(Table 4), 3–4.5× below the same decoder running on DRAM-
resident blobs. Retrieval is therefore I/O-bound on both tiers,
confirming that decompression is never the bottleneck. Re-
construction is one hop: each delta references exactly one
base, so restoring a tensor reads only that base plus its delta,
and read amplification stays at 1.2–1.4× (median 1.27× across
the corpus). Caching popular bases can reduce it further.

6.3 TensorSketch and Prediction Model
Similarity Search Baselines. To evaluate TensorSketch’s
effectiveness in identifying compressible tensor pairs, we

Table 4. End-to-end retrieval under real storage I/O, using the same
model and TensorDex-TX decoder as Table 3 and differing only
in where the bytes come from. The uncompressed pull rows are a
no-delta bandwidth reference over the model’s base blobs only.

Backend Configuration GB/s

Codec kernel only (DRAM) 28.6
Full decode path (DRAM) 7.9–8.8

Object store
(S3; 64
in flight)

uncompressed pull 3.43
cold, single-hop dedup 2.83
warm bases 4.10

Block device
(EBS gp3,
2000 MiB/s;
16 in flight)

cold, uncompressed pull 1.70
cold, single-hop dedup 1.96
cold, bases resident 2.92
page-cache warm 4.26

compare against alternative similarity search methods paired
with the same downstream planner:
• Bit Distance [94]: computes the exact pairwise Hamming
distance over raw tensor bytes via brute-force comparison.
• Raw Tensor HNSW [62]: builds an HNSW index directly
over raw tensor bytes, treating each full tensor as a high-
dimensional vector for nearest-neighbor search.
• LSH [34]: applies locality-sensitive hashing to raw tensor
representations, projecting tensors into hash buckets so
that similar tensors are likely to collide.
• RandProj 2048d [50, 89]: applies a random linear projec-
tion (Johnson–Lindenstrauss) to reduce each tensor to a
2048-dimensional embedding, then builds an HNSW index
over the projected vectors.

Sketch Method Comparison.We compare TensorSketch
(backed by HNSW, see §5.1) against Raw Tensor HNSW,
LSH, and RandProj 2048d across three major model families
(Qwen, Llama, Gemma). As shown in Fig. 12, TensorSketch
dominates on all three metrics.
On Recall@1, TensorSketch achieves near-perfect recall

(∼1.00) across all families, while Raw Tensor HNSW and LSH
range from 0.60 to 0.77 and RandProj 2048d from 0.32 to 0.41.
On greedy reduction ratio, TensorSketch consistently achieves
the highest reduction, reaching approximately 60% on the
Gemma family, demonstrating that its high recall directly
translates to better compression planning. On end-to-end QPS,
TensorSketch sustains over 25,000 QPS—500–800× faster
than Raw Tensor HNSW (∼31–45 QPS)—because its compact
sketch reduces the per-query data footprint from ∼35MB
(Raw Tensor HNSW) to only ∼8 KB, a >4,000× reduction in
I/O.
The two approximations in this path—sketching, then

HNSW—compound without cost, because all that matters
for greedy attach is that the top-1 candidate stays stable.
TensorSketch matches exact bit distance at Recall@1 = 1.00
(Fig. 12(a)), and HNSW over those same sketches reaches
Recall@1 = 0.9986 against exact search, yielding an identi-
cal FlexSplit outcome (65.1% reduction, 6,482 bases) while
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Table 4. End-to-end retrieval from real storage
(S3 object store and EBS block device).
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