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Cloud Is a Success Story

Sizing Cloud Shift: Total Revenue
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Source: Gartner (2022)


https://www.gartner.com/en/newsroom/press-releases/2022-02-09-gartner-says-more-than-half-of-enterprise-it-spending

Cloud Database Is Also a Success Story

Saas IPO Ranking
Rank Company IPO Year IPOSize($B)
1 Snowflake 2020 3.4
2 UiPath 2027 1.34
3 Dropbox 2018 0.756
4 /Zoom 2019 0.751
5 Datadog 2019 0.648




Al Investment Is Shaping the Future
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Source: DC Pulse


https://dcpulse.com/statistic/the-great-ai-infrastructure-race-hyperscaler-capex

How to Ride the Al Investment Wave for DB?
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How to Ride the Al Investment Wave for DB?

- Issue: Existing GPU DBs remain single-node only
- RQ: How do we build a GPU DB for disaggregation?

- Challenges from fast networks and fast storage



Background: GPU Data Processing



GPU System Primitives

HOST GPU
- Streaming
RAM Multiprocessors
PCle link
——— HBM

Other PCle Devices
SSD, NIC, CXL...

* NVLink C2C (chip-to-chip) excluded.



GPU System Primitives

Streaming

Fast Computation! — .
Multiprocessors

* NVLink C2C (chip-to-chip) excluded.



GPU System Primitives

/ e

Fast Memory!
~2 TB/s in A100

* NVLink C2C (chip-to-chip) excluded.



GPU System Primitives: Problems & Challenges
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Small memory!
80 GB in A100

* NVLink C2C (chip-to-chip) excluded.



GPU System Primitives: Problems & Challenges

PCle link

e ———
|

Slow transfer!
~25 GB/s with A100

* NVLink C2C (chip-to-chip) excluded.
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GPU Data Systems

[ RESULT ]

1. join kernel

2. groupby kernel

3. sort kernel

Not in this talk
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GPU Data Systems

[ RESULT ]

[ SOLT ] Where to put base tables?
T - GPU Memory: HBM

. - CPU Memory

- SSDs

| LINEITEM | | ORDERS |




GPU Data Systems

[ RESULT ]
[ SOLT ] Where to put base tables?
T - GPU Memory: HBM
[ ] ] - CPU Memory
+ SSDs
o - NICs: remote storage
| LINEITEM | | ORDERS |

Figure Source: HyPer DB


https://hyper-db.de/interface.html

Common Technique 1: Compression

Raw data

large transfer
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Common Technique 1: Compression

Store more data

pressed
smaller data

large transfer

Send data faster



Common Technique 2: Overlapping

Blocking

Storage Networks Computation

Time

10



Common Technique 2: Overlapping

Blocking
Storage  Networks | Computation Long Time!

Time

10



Common Technique 2: Overlapping

Blocking
Storage  Networks | Computation Long Time!

Overlapped
Storage

Networks
Computation

Time

10



Common Technique 2: Overlapping

Blocking
Storage  Networks | Computation Long Time!
Overlapped
Storage Hide latency!
Networks ™~

Computation

Time
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My Research
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TQP & Matteo

Relational Neural Classical
(SQL) NS

o

Tensor Runtimes

® %tvm O B8

Mobile Browser

Source: Carlo Curino, “Tensor Query Processing: How Do We Ride the Al Investment Wave for Database Analytics?” (SEBD 2023)

12


https://sebd2023.dei.unipd.it/slides/SEBD2023_Curino.pdf

TQP & Matteo

Matteo Interlandi @ - st
Principal Scientist Manager at Microsoft GSL

17h - ®

Five years ago, we made a slightly crazy : -.: what if SQL could run on the same
stack that powers Al?

This week, that bet came full circle.

It began 5+ years ago as a research prototype we called the Tensor Query Processor
(TQP). The idea was simple: express relational operators on top of the tensor API of
PyTorch, so data systems could ride the entire Al wave (GPUs and beyond) for free.

Source: Carlo Curino, “Tensor Query Processing: How Do We Ride the Al Investment Wave for Database Analytics?” (SEBD 2023)
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https://sebd2023.dei.unipd.it/slides/SEBD2023_Curino.pdf

My First Meeting with Carsten: A Roadmap
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My Research Status
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1. GPU & Parquet, DaMoN 2026



Problem: GPU Bottleneck With Parquet
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Problem: GPU Bottleneck With Parquet

join

aggregate

filter-project

Is Parquet Bad for GPUs?

Parquet scan
85%

GPU TPC-H SF100 runtime breakdown.

Source: Accelerating Velox with RAPIDS cuDF, Velox-cuDF Team, 2025
15


https://prestodb.io/wp-content/uploads/presto-users/Accelerating-Velox-with-RAPIDS-cuDF-VeloxCon-April-2025.pdf
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Problem: GPU Bottleneck With Parquet

join
aggregate — ‘

Is Parquet REALLY Bad for GPUs?

Is Parquet Bad for GPUs?
- 85% In Parquet Scan

Parquet scan
85%

Do GPUs REALLY Need New File Formats?

GPU TPC-H SF100 runtime breakdown.

Source: Accelerating Velox with RAPIDS cuDF, Velox-cuDF Team, 2025
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https://prestodb.io/wp-content/uploads/presto-users/Accelerating-Velox-with-RAPIDS-cuDF-VeloxCon-April-2025.pdf

Background: Apache Parquet

(RG)
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Background: Apache Parquet

Row group
Column chunk
- Pages:
Encoded

Compressed

Row Group
(RG)

Column
Chunk

—» | Page \ —> Page\

|
’ Page\
—

Page

Encoding Compression
V1, V2
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Parquet Configuration Defaults for CPUs

CPU Parquet Config. Defaults in Q DuckDB:

Row Group
(RG)
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Parquet Configuration Defaults for CPUs

CPU Parquet Config. Defaults in Q DuckDB:
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Parquet Configuration Defaults for CPUs

CPU Parquet Config. Defaults in o DuckDB:

ROW GroUp’: 122880 rows S Sl I
Row Group Column )
(RG) =~
+ [Column chunk: 1 page only | (S| iy
\‘ ”””’,'
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>>> Encoding Compression
V1, V2
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Parquet Configuration Defaults for CPUs

CPU Parquet Config. Defaults in 0 DuckDB:
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Parquet Configuration Defaults for CPUs

CPU Parquet Config. Defaults in 0 DuckDB:

/'I
.
.
‘ .

ROw group : 122880 rows

Row Group
(RG)

- [Column chunk: 1 page only

Encoding: \1 only

Compression: used even

without size reduction
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Issue: CPU Defaults Config. £ GPU Optimal Config.

CPU Parquet Config. Defaults in 0 DuckDB:

ROw group : 122880 rows
- [Column chunk: 1 page only
Encoding: \1 only

- [Compression: used even

without size reduction
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CPU Parquet Config. Defaults in (@) DuckDB:
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Issue: CPU Defaults Config. £ GPU Optimal Config.

CPU Parquet Config. Defaults in (@) DuckDB:
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Column chunk: 1 page only
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2. PystachlO, VLDB 2026



What is missing in current GPU DBs?
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GPU Compute v/
Storage v/

Network v/
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What is missing in current GPU DBs?

CUDA-X Lib TQP: & Cloud OLAP::<
Gl How to build a distributed

__ GPU DB with storage & network?
Network v % v

18



PystachlO

Distributed GPU Query Engine
PystachlO

Storage
I/0 Layer

Network
I/0 Layer

|

|

A A A A
Fast NVMe Fast
Storage SSDs Storage
v Vv
Fast RDMA Fast
Network |~ ” Network
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PystachlO: Storage
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Inefficient Storage Access: Blocking Parquet Reader

read_parquet() in one CPU thread:

Metadata 1/0 of all RowGroups Kernels of all RowGroups

DMA: SSD — GPU GPU execution

>Time
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Inefficient Storage Access: Blocking Parquet Reader

read_parquet() in one CPU thread:

Metadata 1/0 of all RowGroups Kernels of all RowGroups
DMA: SSD — GPU GPU execution
1 >Time
1. GPUIdle Storage Idle

2. Potential OOM
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Inefficient Storage Access: Blocking Parquet Reader

—— Storage Read

Blocking Parquet Reader
4 SSDs BW (25.6 GiB/s)

Storage Bandwidth [GiB/s]

5 10 15
Time Since Read Start [s]

Storage microbenchmark with one GPU (A100, 40GB) and 4 NVMe SSD in PCle 4.0.

or
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Inefficient Storage Access: Blocking Parquet Reader

—— Storage Read

Blocking Parquet Reader

2 |4SSDsBW(256GiBs) _ _ _ _
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Time Since Read Start [s]
Storage microbenchmark with one GPU (A100, 40GB) and 4 NVMe SSD in PCle 4.0.
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Efficient Storage Access: Chunking

Thread O 1/0 RGO Kernels RGO 1/0 RG2
1/0
Thread 1 Kernels RG1 /0 RG3
. RG1
Thread N

>TIime
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Efficient Storage Access: Chunking
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1. Overlapping 1/0 and Computation
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Efficient Storage Access: Chunking

Thread 0 1/( Kernels RGO 1/0 RG2

1/0
RG1

Thread 1 Kerngls RG1 1/0 RG3

Thread N

>Time
1. Overlapping 1/0 and Computation

2. Less Memory Pressure

22



Efficient Storage Access: Mis-Sync Elimination

Kernels
1/0 RGO 1/0 RG2
Thread 0 / - /
1/0
Thread 1 Kernels RG1 1/0 RG3
. RG1
Thread N

>TIime
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Efficient Storage Access: Mis-Sync Elimination

“Mis-Sync” by CUDA Lib.

K l
Thread O 1/0 RGO ernets 1/0 RG2
RGO
1/0
Thread 1 Kernels RG1 1/0 RG3
. RG1
Thread N

>TIime

23



Efficient Storage Access: Mis-Sync Elimination

Fully Overlapped Parquet Reader

Kernels Kernels
Thread 0 1/0 RGO 1/0 RG2
RGO RG2
1/0 Kernels Kernels
Thread 1 1/0 RG3
. RG1 RG1 RG3

Thread N

>Time
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Efficient Storage Access: Mis-Sync Elimination

Fully Overlapped Parquet Reader

ay

>Time

Kernels Kernels

RGO P

1/0
Thread 1 iemeis d‘

Thread 0 1/0 RGO 1/0 RG2

CuDF issue #18892: [Story] Towards a faster Parquet reader with pipelining and multistream optimization, Jigao Luo.

CUDF issue #21272: Migrate libcudf from Thrust to CUB-based algorithms, Bradley Dice.

23


https://github.com/rapidsai/cudf/issues/18892
https://github.com/rapidsai/cudf/issues/21272

Efficient Storage Access: Mis-Sync Elimination

——— Storage Read

Fully Overlapped

Blocking Parquet Reader Parquet Reader

4 SSDs BW (25.6 GiB/s)

201

—h
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Storage Bandwidth [GiB/s]

5 10 15 0 5 10 15
Time Since Read Start [s]
Storage microbenchmark with one GPU (A100, 40GB) and 4 NVMe SSD in PCle 4.0.

o
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Efficient Storage Access: Mis-Sync Elimination

o

Storage Bandwidth [GiB/s]

201
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——— Storage Read

Blocking Parquet Reader

Fully Overlapped
Parquet Reader

4 SSDs BW (25.6 GiB/s)

Overlapping Storage 1/0
and GPU Computation

0

rnr |

5

10 15

Time Since Read Start [s]
Storage microbenchmark with one GPU (A100, 40GB) and 4 NVMe SSD in PCle 4.0.
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PystachlO: Network
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Run a Distributed Query

l A
Storage Fast NVMe Fast
I/0 Layer Storage SSDs Storage
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Run a Distributed Query
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Run a Distributed Query

Full
Materialization A

Storage Fast NVMe Fast
I/0 Layer Storage SSDs Storage
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Run a Distributed Query

Fast Fast
Network O Network
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Run a Distributed Query
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@) @)
Fast Fast

Network O Network
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PystachlO: Coordinating I/0O

o

Coordinating
— —s| Storage and
Network 1/0



Fast Storage, then Fast Network

- Storage optimized Storage
- Network optimized Networks & Join

>Time
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Fast Storage, then Fast Network

- Storage optimized Storage
- Network optimized Networks & Join

>Time

- Slow Runtime
- High Risk of OOM
— Only One I/0 Device Active
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Fast Storage, then Fast Network

R 15 It Possible to Overlap

rks & Join
Storage and Network? ~Time

- Networ
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/0 Queue For Coordination

- Storage: enqueuing
- Network & Join: dequeuing

- Then network shuffling

Storage

RG1

RG2/RG3
1/0 Queue 1

Networks & Join

>TIime

27



Overlapping Network, Storage, and Computation

Storage
I/0 Layer
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Overlapping Network, Storage, and Computation

Storage
I/0 Layer

Network
I/0 Layer
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Overlapping Network, Storage, and Computation

Storage
I/0 Layer

Network
I/0 Layer
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High HW
Queue Util. K A
—
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Overlapping Network, Storage, and Computation

Storage
I/0 Layer

Network
I/0 Layer

|
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Overlapping Network, Storage, and Computation

I/O Bus Bandwidth [GiB/s]
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—— Storage Network
Storage & Network + Storage & Network + Storage & Network
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0 2 4 6 0 2 4 6 0 2 4

Time Since Query Start [s]

TPC-H Query 3 (SF 500) runtime executed on 2 GPUs (Each GPU has one SSD and one NIC)
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Overlapping Network, Storage, and Computation
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Overlapping Network, Storage, and Computation
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TPC-H Query 3 (SF 500) runtime executed on 2 GPUs (Each GPU has one SSD and one NIC)

29



Overlapping Network, Storage, and Computation

—— Storage Network

Storage & Network + Storage & Network ‘ + Storage & Network
o) T T A
g Overlapping GPU Computation . "~
%10_ 'rlap
¢ r=>  and 1/0 (Storage and Network) ----
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N e [ i
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Time Since Query Start [s]

TPC-H Query 3 (SF 500) runtime executed on 2 GPUs (Each GPU has one SSD and one NIC) 29



Scalability: Dataset Size with 2 GPUs

Query 5

5- K V0 Unoptimized
@ -'
O . PystachlO
.g 44 I/O Optimized
c
>
o
>
) 27
>
C A//,’ o

O_

100200 400 600 800 1000
TPC-H Scale Factor (SF)
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Scalability: Number of GPUs

Query Runtime [s]

P

e

v

<

Query 5

X

I/0 Unoptimizéd’b
PystachlO

2 4 6 8

Number of GPU Nodes

with SF1000
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The Road Ahead:

How Close Are We to Speed-of-Light GPU Data Processing?



1. The Curse of S3

What is S3?

- Extremely cheap!
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1. The Curse of S3

What is S3?

* Extremely cheap!

- Bandwidth: <1 GB/s per connection
* Latency: ~100ms P99

* CPU-only: DNS, TLS, and HTTP
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1. The Curse of S3

Why S3 is the Curse?

- GPUs idle due to S3 latency
- GPUs underutilized due to S3 bandwidth
- Moving the data path back to a CPU-centric system

- GPUs extremely expensive!
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1. Caching Layer above S3

LiquidCache: cache-only format

f N
/ - Y,
4 N\
100-260 ms _lmsg Compute
_ _/
Object Store LiguidCache \ r \

Xiangpeng Hao et al,, LiquidCache: Efficient Pushdown Caching for Cloud-Native Data Analytics, PVLDB 18(13)
34


https://dl.acm.org/doi/10.14778/3773731.3773741
https://dl.acm.org/doi/10.14778/3773731.3773741
https://dl.acm.org/doi/10.14778/3773731.3773741
https://dl.acm.org/doi/10.14778/3773731.3773741

2. Team Parquet or Team SomethingElse?
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2. Team Parquet or Team SomethingElse?

“If you want to go fast, go alone;

If you want to go far, go together.”

Julien Le Dem, Column Storage for the Al Era, lceberg Summit 2026
35


https://www.youtube.com/watch?v=qWU3u_2KG-s
https://www.youtube.com/watch?v=qWU3u_2KG-s
https://www.youtube.com/watch?v=qWU3u_2KG-s

2. Team Parquet or Team SomethingElse?

Future File Format & GPU

- Hugging Face & x NVIDIA: collaboration
- ~50% of Hugging Face & datasets in Parquet
- Parquet is for DB and Al!
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2. Team Parquet or Team SomethingElse?

Future File Format & GPU

- Hugging Face & x NVIDIA: collaboration

- ~50% of Hugging Face & datasets in Parquet
- Parquet is for DB and Al!

- Future Parquet: evolving the open standard
* 1/0: BaM (SCADA)? GDS?"

* Data Path Fusion in GPU for Analytical Query Processing (arXiv:260510511)
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https://arxiv.org/abs/2605.10511

2. Team Parquet or Team SomethingElse?

¥ s

—_ N/

software 1h
campus

snowflake

- File Formats: Software Campus x Snowflake
Up to €115,000 - two years - from 2027
Working with Russell Spitzer
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3. The Unspeakable Cost

$6 A

Hourly GPU Rental Price

$0 |

$4 -

B200 GPU Rental Price

$5.37

$3.88

Feb 26 Mar 26 Apr 26 May 26 Jun 26 Jul 26

Source: SemiAnalysis GPU Pricing Index
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https://semianalysis.com/gpu-pricing-index/

3. The Unspeakable Cost

| “There’s a lot more money behind LLMs today.
So why use GPUs for DB?”

| .. would be good to show the GPU compute

and memory utilization ...
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3. The Unspeakable Cost

What is the perfect GPU for DB?

- Large HBM
- Less SMs
- Recent PCle Gen

+ Low monetary cost -> Old GPU
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Thanks For Your Attention!
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